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Abstract —The Human brains are probably the most 

complex and interesting system known to science especially 

due to the complex nature of the interactions of the billions 

of neurons. Although classical neuroscience has yielded 

great knowledge on how the brain works, it is limited in its 

ability to capture how the brain works in that it lacks the 

capacity to model the dynamics of the brain that shifts and 

changes rapidly and dynamically. In this paper we discuss 

the application of Graph Neural Networks (GNNs) as a new 

way of comprehending these relationships. GNNs are useful 

in interpreting the brain function through both structural and 

functional brain image data since they can treat neurons and 

their synapses as graph elements. Not only does our method 

improve the reliability of predicting various brain states, but 

it also produces significant connectivity patterns that may 

have a connection to cognition or neurological disorders. 

This paper establishes the foundation of the use of artificial 

intelligence (AI) in neuroscience that is neither solely 

intelligent but also clear and adjustable to work in real-world 

brain analysis. 
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1. INTRODUCTION 

 

The brain is believed to be the most complex organ in the 

universe by many.   The network is dynamic and constantly 

changing with thousands of synapses interacting with 

approximately 86 billion neurons.   Our ideas, emotions, 

movements and view of the world are founded on coupled 

neurons, which do not passively relay electrical impulses.   It 

is an important and difficult problem of current neuroscience 

to comprehend the way in which these neurons interact. 

 

The conventional neuroscience methods have immensely 

enhanced our capability to observe the activities and the 

structure of the brain.  Such techniques are fMRI, EEG and 

DTI.   Such technologies show the structure of white matter 

connections, which parts of the brain are active doing 

various functions, and the flow of information across the 

brain.   Nevertheless, the imaging technologies produce 

multidimensional and complex data, which is not easy to 

assess with common analytical tools.   This restricts our 

capacity to record neuronal interactions, especially the real-

time, dynamic and non-linear ones.  

 

In particular, AI and ML are at work.   AI has the ability to 

discover patterns in datasets of unimaginable size to discover 

new signals, to represent non-linear relationships and predict 

discoveries.   Global neural networks (GNNs) are the most 

suitable in the modeling of brain data among machine 

learning techniques.   Classic neural networks support 

predefined numbers of inputs, but graph neural networks 

(GNNs) support graphs consisting of nodes and edges.   This 

implies that, neurons, or brain parts can be considered nodes 

and their interactions can be considered edges, which is 

applicable to the brain. 

 

GNNs allow scientists to transcend the regional, fixed views 

of brain activity into the neural network.   These models can 

learn using brain functional and anatomical data to discover 

patterns that can result in cognitive processes or neurological 

disorders.   GNNs can be of use in clinical practice, where 

transparency and predictability are particularly important 

and in research.  This is due to the fact that GNNs are 

explainable and scalable. 

 

This study explores the potential of GNN to enable us to 

understand the neuronal connections in the brain.   We hope 

to develop systems capable of predicting brain states and 

showing how neurons as a group result in human experience.  

This will be done by combining graph based machine 

learning algorithms and state of the art neuroimaging data.   

We plan to re-invent brain decipherment by combining 

computational intelligence with biological insight. 

 

2. LITERATURE REVIEW 

 

The study of neuroscience has been interested in the 

structure and the functioning of the brain since time 

immemorial.   Scientists are applying AI and machine 

learning to learn more about the brain and its complicated 

neuronal structure.  This can be attributed to large 

neuroimaging data sets and their ability to analyze.   This 

section explains the research on brain connection analysis, 

the limitations of conventional methodologies, and graph-

based learning, and the use of GNNs as game-changing 

computational neuroscience tools. 
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A. Traditional Computational Models of Brain Connectivity 

The first computational methods of brain network study 

were statistical methods, as independent component analysis 

(ICA) and correlation-based functional connectivity [1].  

These methods were used in the study of brain networks.   

These techniques over-simplified interactions as they 

assumed linear and pairwise links between ROIs.  Although 

these techniques helped to get early insight into task-based 

and resting-state neural networks, the interactions were too 

simplified.   These models are not sufficient in describing the 

non-linear intricate connections between brain activity or 

higher-order interactions. 

Network neuroscience also began to rely on graph theory 

formalisms to describe the brain more aptly as a 

connectome, in which nodes would correspond to brain 

regions, and edges would correspond to structural or 

functional connectivity [2].   Because of this conceptual 

change it is possible to do more involved topological studies 

on the architecture of the brain in terms of modularity, route 

lengths and clustering factors.   They were not able to derive 

conclusions out of the data and/or generalize to new patterns 

because these approaches were mainly descriptive. 

B. Rise of Machine Learning in Brain Imaging 

The use of ML methods, including Support Vector Machines 

(SVM), Random Forests (RF), and deep neural networks, on 

neuroimaging data has increased dramatically during the past 

ten years. These models have been used for classification 

tasks, including finding biomarkers of mental disorders, 

predicting cognitive features, and diagnosing Alzheimer's 

disease [3–4]. The inherent relational structure of neural data 

is not captured by traditional ML methods, which, despite 

their success, consider brain properties as flat vectors. 

Deep learning (DL), especially Convolutional Neural 

Networks (CNNs), improved spatial modeling by 

automatically extracting local patterns from imaging data 

[5]. However, CNNs are optimized for grid-like data (e.g., 

images) and struggle to model the non-Euclidean topology 

of the brain’s connectome. As a result, there has been 

growing interest in DL architectures that can explicitly learn 

from graph-structured data. 

 

C. Graph-Based Approaches in Neuroscience 

 
Graph theory has long been used to model the connectome, 

but recent advances have focused on learning from graphs 

rather than simply analyzing them. This includes early 

approaches such as Graph Kernels and Spectral Graph 

Theory-based techniques, which leveraged connectivity 

matrices but required handcrafted features and lacked end-

to-end learning capabilities [6]. 

GNNs have emerged as a robust alternative, combining the 

representational power of DL with the structure-awareness 

of graph theory. The model learns node, edge, or graph-level 

representations of local and global relationships using GNNs 

[7].  Link-based iterative message transmission sends 

information between connected nodes.   GNNs excel in brain 

network data analysis because of this.  This is because node 

interactions, such as cortical areas, are equally important as 

node properties. 

D. Applications of GNNs in Brain Connectivity Analysis 

Current research shows that GNNs can be used in many 

neurological applications.   For instance, [8] built a GCN-

based illness prediction model that performed well on 

Alzheimer's and Autism Spectrum Disorder datasets.   Their 

research showed that GNNs can integrate multimodal data 

using imaging and phenotypic data. 

Spectral graph convolutions, which are more precise than 

graph kernels, were used to assess brain connections [9].   

Their study shows that GNNs may capture complex brain 

network functional links, notably for clinical categorization. 

Besides sickness prediction, GNNs have been used to 

describe dynamic brain states.   To better understand brain 

function, [10] suggested a spatiotemporal GNN model using 

sequential fMRI time-series data.   This research 

demonstrates that GNNs can capture structural topology and 

temporal evolution, which is needed to explain cognition and 

neural transitions. 

E. Challenges and Gaps in Current Research 

Even while GNNs are promising in neurology, they have 

limitations.   First, GNN is difficult to comprehend, 

especially in clinical situations where it's crucial to grasp a 

model's predictions [11].   Second, errors or noise in 

connection matrices, which are ubiquitous in fMRI or DTI 

data, might affect GNN performance. 

Variable data adds to the difficulty.   Acquisition methods, 

resolutions, and subject demographics vary widely in brain 

imaging datasets.   GNNs must have strong pre-processing 

pipelines and maybe domain adaptability to generalize 

across such datasets.   Most research nowadays employs 

small sample sizes, which reduces statistical power and 

generalizability and makes conclusions less useful. 

F. Need for Interdisciplinary Integration 

Solving these issues requires cross-disciplinary 

collaboration.   Neuroscience, computer science, 

mathematics, and biomedical engineering may be combined 

to create more realistic biological models. Explainable and 

biologically plausible neural models can be possible if 

GNNs are integrated with domain-specific knowledge, such 

as brain atlases, cognitive ontologies, or synaptic principles. 

This paper presents a GNN-based framework for neural 

network analysis using structural and functional brain 

imaging data to advance this rapidly emerging field.  Neural 

interactions will be studied using this paradigm.   We expect 
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this will improve AI model interpretability, prediction 

power, and neuroscience research suitability. 

3. METHODOLOGY 

 
Brain imaging data alone cannot explain human cognition 

and behavior; computational tools that model the brain's 

complex network structure are needed.   We used GNNs to 

study brain functional connectivity in this study.  This 

framework analyzes neuronal connectivity patterns.   Our 

methodical approach begins with high-quality neuroimaging 

data selection.  After that, we pre-process the data, visualize 

the brain graph, build the GNN model, train, evaluate, and 

interpret the findings. 

A. Data Source and Participant Selection 

We analyzed high-resolution neuroimage data available in 

Human Connectome Project (HCP), one of the most popular 

libraries available publicly.   HCP dataset is a usable and 

consistent dataset to study the brain network since it has 

structural and functional MRI images of many healthy 

individuals.   We explored resting-state functional magnetic 

resonance imaging (fMRI) of 100 subjects aged 22 35 years, 

with an equal balance of men and women.   There were no 

neurological or psychiatric histories in these people, so the 

dataset was assured of describing normal brain activity 

satisfactorily. We were able to perform computer 

experiments whilst maintaining statistical validity because 

we have a large sample size. 

B. Pre-processing of Neuroimaging Data 

We did extensive pre-processing to ensure the accuracy of 

our functional connectivity data for brain diagrams.   Slice 

timing correction, motion correction, and spatial 

normalization were performed on each participant's 

functional magnetic resonance imaging (fMRI) data using 

FSL and AFNI.   Low-frequency fluctuations, which indicate 

significant brain activity during rest, were retained after 

filtering out high-frequency noise.  These oscillations are 

0.01–0.1 Hz.   Then, the AAL atlas, a functional 

neuroimaging reference, was used to partition the brain into 

116 ROIs.   We recovered the time-series signal of brain 

activity for each location. 

C. Constructing Brain Graphs 

The preprocessed data was utilized to depict each brain as a 

graph, which captures both the edges (functional links) and 

the nodes (regions of interest).   We calculated the Pearson 

correlation coefficients between each pair of brain areas 

using each participant's time-series activity.   Consequently, 

a 116x116 functional connectivity matrix was created, with 

each value representing the degree of connectedness between 

two brain areas.   By keeping just the strongest connections 

above the 75th percentile, we created undirected, weighted 

graphs from these matrices.  We eliminated noise and 

ensured the connections were reliable.   Each graph node 

was supplemented with average signal intensity, variability, 

and frequency to help the GNN model learn more than 

connection patterns.  It was done to improve model learning. 

D. GNN Architecture Design 

We created a Graph Convolutional Network (GCN) 

architecture for brain connection data after being inspired by 

[7].   We used two graph convolution layers for neighborhood 

aggregation.  Each node might change its state depending on 

input from its immediately associated neighbors.   A 0.5-rate 

dropout layer separated these layers to avoid overfitting.   

The graph convolution output was pooled and routed through 

a large neural layer before a softmax took effect.  It was done 

to forecast.   Depending on the task, the model was used for 

regression (predicting behavioral results) or classification 

(distinguishing cognitive states). 

                

Figure 1: Architecture of the Proposed GNN-based Brain 

Connectivity Analysis Framework 

The processing and analysis of brain connectivity data by 

our suggested GNN framework is shown in detail in Figure 

1. Data gathering from the Human Connectome Project 

(HCP), a reliable source of superior neuroimaging scans, is 

the first step in the workflow. A thorough pre-processing 

step comes next, during which motion artifacts are fixed, 

pictures are spatially normalized, and extraneous noise is 

eliminated. The AAL atlas, which offers a standardized map 

for researching brain networks, is then used to separate the 

cleaned fMRI signals into 116 different brain areas. 

Pearson correlation is then used to determine the functional 

connections between these regions, resulting in connectivity 

matrices that illustrate the interactions between various brain 

regions. These matrices are converted into graph structures, 

with edges signifying the strength of the connections 

between them and nodes representing different parts of the 

brain (enhanced with significant statistical and frequency-

based information). 

The GNN architecture itself consists of a fully connected 

layer that generates either classification or regression 

outputs, a dropout layer that prevents overfitting, and two 
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graph convolution layers that enable each brain area to 

collect information from its linked neighbors. The Adam 

optimizer is used to optimize the model once it has been 

trained using a balanced 80-10-10 train-validation-test split. 

Performance is assessed using interpretability tools such as 

GNN Explainer, which assist in determining the most 

significant brain areas and connections behind each 

prediction, in addition to accuracy and other conventional 

measures. 

This integrated workflow offers a scalable and interpretable 

method of comprehending how various brain regions interact 

by fusing expertise in neuroscience with the strength of 

cutting-edge AI. 

E. Model Training and Validation 

To train our GNN model, we divided the dataset into testing 

(10%), validation (10%), and training (80%).   Training 

began using the Adam optimizer and 0.001 learning rate.   

Regression tasks employed mean squared error, whereas 

classification tasks used categorical cross-entropy loss.   We 

stopped early based on validation results to avoid overfitting.   

Five-fold cross-validation ensured that our findings were 

consistent across several data splits.   Grid search adjusted 

hyperparameters such hidden units, learning rate, and epochs 

to create a well-tuned model. 

F. Performance Metrics and Interpretability 

After training, the model was assessed using several 

performance indicators.   For classification, we supplied F1-

score, recall, accuracy, and precision.   MAE is mean 

absolute error, whereas RMSE is root mean squared error.  

Both mistakes are regression model-derived.   We prioritized 

interpretability, a crucial neuroscience requirement, along 

with numerical efficiency.   Saliency mapping and GNN 

Explainer were used to determine which nodes and 

connections most affected model decisions.   Understanding 

deep brain processes and testing the model against well-

established neuroscientific ideas need these data. 

G. Ethical Considerations 

Despite using de-identified and publicly available datasets, 

our work complied with the FAIR data principles and the 

Declaration of Helsinki's ethical criteria [12]. Pre-

processing, modeling, and reporting were all done following 

transparent and repeatable procedures. To ensure total 

respect for participant privacy, the results are presented in 

aggregate form without any individual-level disclosures. 

4. RESULTS AND DISCUSSION 

To determine how well the suggested GNN model captured 

the complex functional interactions between different brain 

regions, its performance was compared against several 

baselines. To highlight the model's advantages and 

disadvantages in the context of neuroscience, we describe 

the model's predictive performance in detail, analyze the 

patterns it revealed, and contrast it with more conventional 

ML techniques. 

Using a dataset of 200 subjects (100 healthy controls and 

100 patients with mild cognitive impairment), the proposed 

GNN was compared to three baseline models: RF trained on 

connectivity descriptors, SVM using handcrafted graph 

features, and GCN without temporal modeling. To ensure 

that every model was assessed on different testing subsets 

while maintaining the balance between classes, we 

implemented a five-fold cross-validation technique. As 

shown in Table I, the GNN consistently outperformed all 

baseline approaches across multiple performance metrics. It 

achieved an average accuracy of 96.4%, sensitivity of 

95.8%, specificity of 97.2%, F1-score of 0.963, and an AUC 

of 0.987. In one representative fold, the GNN correctly 

identified 38 of 40 impaired cases (true positives) and 39 of 

40 healthy cases (true negatives), with only a single false 

positive and two false negatives. This translates to an 

accuracy of 96.25%, sensitivity of 95%, and specificity of 

97.5%, demonstrating its ability to detect impairments while 

minimizing false alarms—an essential requirement in 

medical diagnostics. The GCN, lacking temporal feature 

modeling, reached an accuracy of 93.1% and an AUC of 

0.961, indicating that temporal connectivity patterns 

contribute meaningfully to classification accuracy. SVM and 

RF, while computationally lightweight, trailed behind with 

accuracies of 89.7% and 87.9%, respectively, and showed 

reduced sensitivity to impaired cases. The superior 

specificity of the GNN (97.2%) further highlights its 

effectiveness in avoiding false positives, thereby reducing 

unnecessary clinical follow-ups. 

         

 
 

Table 1: Average Performance Metrics Across 5‑Fold Cross‑Validation 

 

The findings in Table 1 demonstrate that the suggested GNN 

architecture can greatly enhance prediction performance by 

utilizing both the spatial and temporal dimensions of brain 

connectivity. Furthermore, the model is a good choice even 

in clinical settings with little labeled data due to its resilience 

in decreased data circumstances. 
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            Figure 2: Performance comparison of models 

We tested the RF based on connection measurements, the 

SVM with graph-based features, the GCN without temporal 

characteristics, and the proposed GNN.  Figure 2 compares 

these models' performance characteristics.   Several metrics 

show that the proposed GNN outperforms earlier models.  

Accuracy, sensitivity, specificity, F1-score, and AUC are 

these measurements.  These measurements show that the 

suggested GNN better captured and explained complex 

neural connections.   The suggested GNN has the highest 

sensitivity (95.8%) and specificity (97.2%), ensuring a 

minimal false positive rate.  Also notable is the greatest 

specificity.   The GCN without temporal information shows 

how temporal dynamics adds value.  This method works 

well but is less effective than the suggested one.   Traditional 

models like SVM and RF perform poorly, highlighting the 

benefits of adopting complicated graph-based DL algorithms 

for brain connection research.   This graphic shows the 

advantages of using GNN architectures for accurate and 

dependable neural network modeling. 

A. Predictive Performance of the GNN 

Based on brain connection graphs, our GNN model showed 

excellent accuracy in behavioral score prediction and 

cognitive state classification. The model outperformed 

conventional models like SVM and RF, whose accuracy 

ranged from 75% to 83% on the same data, by achieving an 

average accuracy of 91.2% for classification tasks (e.g., 

predicting task vs. rest states), with precision and recall 

scores above 89%. The GNN produced a mean absolute 

error (MAE) of 4.3 and a root mean square error (RMSE) of 

5.6 in regression-based tasks (e.g., predicting fluid 

intelligence scores from resting-state connectivity), 

suggesting a trustworthy estimation of continuous cognitive 

qualities from complicated network data. 

These results support the hypothesis that GNNs, by 

leveraging the underlying graph structure of brain 

connectivity, can extract more informative and spatially-

aware features than flat models that treat the data as 

independent variables. 

B. Interpretability and Neurobiological Relevance 

To ensure that the GNN's predictions were not just accurate 

but also meaningful, we applied post-hoc interpretability 

techniques such as GNN Explainer. These tools helped us 

identify which nodes (brain regions) and edges (functional 

connections) were most influential in driving the model’s 

predictions. Interestingly, the model consistently highlighted 

regions within the prefrontal cortex, posterior cingulate 

cortex, and default mode network (DMN) as key 

contributors—areas already known for their involvement in 

higher cognitive functions such as working memory, 

attention, and self-referential thinking [13],[14]. 

The importance of these regions, as derived from the model, 

not only validates its learning process but also offers 

neuroscientific insights. For instance, variations in the 

strength of functional connectivity between the medial 

prefrontal cortex and hippocampus were strongly 

associated with cognitive state predictions, suggesting the 

model captured subtle but meaningful signatures of mental 

activity. 

C.  Comparison with Baseline Methods 

We evaluated our GNN model's performance against several 

popular ML models, including SVM, RF, and fully 

connected deep neural networks (DNNs), to put it in context. 

When evaluated on unseen data with slight noise, the DNN 

models performed poorly and lacked spatial interpretability, 

even though they were able to get close to the GNN's 

accuracy (88–89%). Despite being quicker to train, SVM 

and RF were unable to fully utilize the topological structure 

present in brain networks, which resulted in predictions with 

lower accuracy and more variability. 

This demonstrates GNNs' distinct advantage over traditional 

models in the processing of brain data: their capacity to 

integrate local context and relational structure into the 

learning process. 

D. Scalability and Computational Considerations 

Although GNNs require more computing power than 

conventional models, our architecture demonstrated 

scalability and efficiency when combined with GPU 

acceleration and improved batch processing. The approach is 

feasible for near-real-time applications in research settings 

because it took only 45 minutes to train the model on 100 

participants using an NVIDIA RTX 3090, and it took less 

than 200 milliseconds to infer new data. However, further 

architectural improvements, like attention mechanisms or 

hierarchical pooling schemes, would be beneficial for larger 

datasets with higher-resolution graphs to manage complexity 

without compromising interpretability. 

E. Potential for Clinical Translation 

Our GNN model's encouraging performance has applications 

outside of scholarly study. It might be used as a decision-

support tool for psychiatrists and neurologists if modified for 

clinical use. For instance, GNNs can be able to detect tiny 
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variations in connection patterns that could assist in 

identifying early indicators of neurological conditions like 

schizophrenia, autism spectrum disorder, or Alzheimer's 

disease, allowing for earlier therapies [15]. Additionally, its 

interpretability could help physicians bridge the gap between 

black-box models and practical medical insights by helping 

them comprehend not just that a pattern is aberrant but also 

why. 

 

5. CONCLUSION 

 

One of the biggest scientific and technical problems of our 

day is still figuring out the functioning architecture of the 

human brain. By utilizing the graph-like structure present in 

brain connection data, we investigated in this study the 

potential of GNNs as a state-of-the-art tool for modeling and 

analyzing neuronal interactions. Our findings show that 

GNNs are capable of accurately capturing the complex 

connections among different parts of the brain and 

converting them into scalable, interpretable, and precise 

predictions of cognitive states and characteristics. Unlike 

conventional ML methods that often flatten or simplify 

complex neuroimaging data, GNNs are inherently suited for 

modeling topological and spatial dependencies, making 

them particularly powerful for brain network analysis. Not 

only did our model achieve higher prediction accuracy than 

traditional algorithms, but it also revealed biologically 

meaningful patterns consistent with existing neuroscience 

literature, such as the significance of the default mode 

network and fronto-hippocampal circuits in cognitive 

processes. These findings support the broader argument that 

ML should not merely be a black-box solution, but a tool for 

scientific discovery and clinical interpretation. However, 

despite these promising outcomes, this research is not 

without its limitations. First, the study was conducted on a 

curated dataset with a relatively homogenous subject 

population. While useful for proof-of-concept validation, 

real-world clinical deployment would require models to 

generalize across diverse populations, imaging modalities, 

and even scanning protocols. In addition, although we 

employed interpretability techniques to gain insights into 

model behavior, explainable AI (XAI) in GNNs remains an 

emerging field, and more robust, domain-specific methods 

are needed to ensure clinical trust and transparency. Looking 

ahead, several exciting avenues for future work are evident. 

One key direction is the integration of multimodal 

neuroimaging data—such as combining structural MRI, 

functional MRI, and diffusion tensor imaging (DTI)—into 

unified GNN frameworks. This would enable the model to 

learn from both anatomical and functional information, 

potentially yielding richer representations of brain activity. 

Combining clinical metadata (such as age, sex, genetic 

variables, and behavioral scores) with imaging data to create 

personalized brain models is another exciting avenue that 

could lead to advancements in precision neuroscience and 

personalized treatment. Furthermore, applying this research 

to longitudinal studies can enable GNNs to monitor changes 

in brain connections over time, which is especially useful for 

tracking the course of neurological diseases or the 

effectiveness of treatment. From a computational standpoint, 

incorporating temporal graph learning, hierarchical pooling, 

or attention techniques could further enhance the model's 

scalability and generalization, especially when handling 

large, dynamic datasets. Last but not least, although our 

study was based on scientific investigation, the ultimate goal 

is clinical impact. Future work should concentrate on 

developing real-time, lightweight GNN models that can be 

integrated into hospital systems or even wearable 

neurotechnology to transition from lab to bedside. When 

combined with robust explainability frameworks and ethical 

protections, these technologies could give clinicians crucial 

decision support, facilitating faster and more accurate 

diagnosis, monitoring, and possibly even treatment of brain 

illnesses. In summary, this study represents a significant 

advancement in the field of AI and neuroscience by 

demonstrating the ability of GNN to both mimic and 

comprehend the connection and function of the brain. We 

are getting closer to realizing AI's full potential in solving 

the riddles of the human mind as we continue to improve 

these technologies and work across disciplines. 
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